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Abstract—Accurate quantum state tomography (QST) is vital
for calibrating quantum processors but faces exponential scaling
challenges. We benchmark seven neural architectures—FCN,
CNN, CGAN, Transformer, RNN, RBM, and SVAE—for QST
reconstruction using expectation- and probability-based mea-
surements. CNN and CGAN achieve high fidelity (F' > 0.99),
while SVAE enables efficient event-driven learning. To enhance
scalability, memristor-based computation-in-memory (CiM) ac-
celeration is proposed for CNN and SVAE, leveraging analog
matrix—vector multiplication in HfO, crossbars. The fabricated
arrays show stable bipolar switching and STDP behavior, ad-
vancing energy-efficient, real-time quantum diagnostics through
algorithm-hardware co-design.

Index Terms—Quantum state tomography, Memristors, Neural
networks.

I. INTRODUCTION

Quantum computing offers transformative capabilities for
solving problems in cryptography, optimization, and quan-
tum simulation that are intractable for classical systems [1]-
[4]. Accurate characterization of quantum states, known as
Quantum State Tomography (QST), is therefore a critical step
for calibration, error mitigation, and verification of quantum
hardware [5]. However, the dimensionality of a quantum
system grows exponentially with the number of qubits, leading
to severe measurement and computational overheads. Con-
ventional QST requires 4" measurement settings for an N-
qubit system, which rapidly becomes impractical beyond a few
qubits [6], [7].

Recent advances in machine learning—based QST have
demonstrated that neural networks can reconstruct density ma-
trices from incomplete or noisy measurement data, alleviating
the curse of dimensionality [8]-[10]. Architectures such as
Convolutional Neural Networks (CNNs), Conditional Genera-
tive Adversarial Networks (CGANs), and Variational Autoen-
coders (VAEs) have shown promising fidelity at small system
scales [11]-[13]. Nevertheless, scalability and hardware effi-
ciency remain open challenges. Most prior approaches rely on
conventional von Neumann computing, where the separation
between memory and processing units introduces the so-called
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Fig. 1. Measurement scalability in quantum state tomography (QST). (a)
Exponential growth of the Hilbert space dimension (2~) and the minimum
number of measurement bases (4V) as functions of qubit number N. (b)
Empirically determined number of measurement bases |M| required to
achieve high-fidelity (= 0.99) reconstruction for GHZ, W, and noisy pure
states using the two measurement strategies (M1: expectation-based, M2:
probability-based).

“memory-wall” bottleneck and excessive energy consumption
during data transfer [14]. For practical and scalable quantum
diagnostics, hardware-aware neural architectures and energy-
efficient implementations are required.

Memristor-based Computation-in-Memory (CiM) offers a
promising pathway by merging data storage and analog com-
putation within the same physical devices. Memristor crossbar
arrays perform massively parallel matrix-vector multiplica-
tions (MVMs), the core operation of neural networks, with
substantially reduced latency and power consumption [15],
[16]. Moreover, such devices inherently support adaptive
learning mechanisms such as spike-timing-dependent plasticity
(STDP) [17], making them ideal for neuromorphic implemen-
tations of spiking and event-driven models.

In this work, we systematically benchmark seven neural
network architectures, including CNN, CGAN, Transformer,
RNN, RBM, and Spiking Variational Autoencoder (SVAE), for
quantum state reconstruction under two measurement strate-
gies. We identify which architectures maintain high fidelity
and computational efficiency as qubit number increases, and
we discuss their compatibility with memristor-based CiM
hardware. Our results show that CNN and CGAN provide
the most robust supervised performance, while SVAE demon-
strates decent efficiency and suitability for neuromorphic
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deployment. These findings establish a foundation for algo-
rithm—hardware co-design toward scalable and energy-efficient
quantum state tomography in next-generation quantum proces-
Sors.

II. METHODOLOGY
A. Quantum Measurement Strategies

Quantum state tomography (QST) reconstructs the density
matrix p of an N-qubit system from measurement data. Two
complementary measurement schemes are considered:

e MI: Expectation-based: computes expectation values
of observables (A) = Tr(pA) for Pauli operators
{04,04,0:}.

e M2: Probability-based: computes outcome probabilities
P(a) = Tr(pla){a|) across eigenstates |a).

Both methods are evaluated on representative pure and
mixed states: GHZ, W, and noisy states. M2 provides richer
information content but requires significantly more sampling
per basis; M1 converges faster with fewer repetitions and is
more practical for experimental implementations.

B. Neural Network Framework

Seven neural architectures were benchmarked: Fully Con-
nected Network (FCN), Convolutional Neural Network
(CNN), Recurrent Neural Network (RNN), Restricted Boltz-
mann Machine (RBM), Conditional GAN (CGAN), Trans-
former, and Spiking Variational Autoencoder (SVAE). Each
model learns a mapping from simulated measurement data
(My, M>) to the target density matrix p. Supervised networks
(CNN, CGAN, Transformer, FCN, RNN) minimize a mean-
squared-error loss,

N
MSE = + > (yi — 97, (1)
i=1
while CGAN employs an adversarial loss combining generator
G and discriminator D networks [12]. Unsupervised models
(RBM, SVAE) optimize likelihood or variational evidence
lower bound. Training was implemented in Python 3.11 with
the Adam optimizer [18], using a GTX-1660 GPU and fidelity
metric F = |<wtrue|wrec>‘2-

C. Memristor-Based Computation-in-Memory (CiM)

To address hardware scalability, we propose memristor-
based CiM acceleration for the most efficient models (CNN
and SVAE). Memristor crossbars execute analog matrix—vector
multiplication (MVM), expressed as y = Wx, where W
denotes the conductance matrix, x the input vector, and y the
output current vector. where conductance G;; encodes weight
W;; and voltages represent input vector X. Such devices
perform parallel multiply-accumulate operations governed by
Ohm’s and Kirchhoff’s laws, reducing data movement and
energy [15]-[17]. Furthermore, spike-timing-dependent plas-
ticity (STDP) enables on-chip adaptive learning for event-
driven networks like SVAE, aligning QST computation with
low-power neuromorphic hardware.
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Fig. 2. Benchmarking of neural network architectures for quantum
state tomography (QST). (a) Average reconstruction infidelity of different
neural network models, including FCN, CNN, CGAN, Transformer, RNN, and
RBM, under expectation-based (M1) and probability-based (M2) measurement
schemes for both pure and mixed quantum states. (b) Corresponding compu-
tation time for each model, illustrating the trade-off between accuracy and
efficiency. CNN and FCN demonstrate the fastest convergence (~ 2 x 103
s), while RBM and RNN exhibit the slowest training and poor scalability.

IIT. RESULTS AND DISCUSSION

A. Measurement Requirements and Scaling

Figure 1(a) summarizes the Hilbert space increase and
required bases increase exponentially with the increase amount
of qubits, which demonstrate that the size and measurement
bases are exponentially increase. Figure 1(b), it shows em-
pirical number of measurement bases |M| required to reach
F =~ 0.99. For N = 8 qubits, GHZ states require only 11
(M1) or 2 (M2) bases, whereas W states demand 130 (M1)
or 12 (M2) bases. The noisy pure state needs ~720 (M1) or
40 (M2) bases. Although M2 reduces the number of bases, it
demands far more measurement repetitions, making M1 the
preferred approach in practice.

B. Neural Network Performance

The fidelity and training time for all models are sum-
marized in Fig. 2. Among supervised models, CNN and
CGAN achieve the lowest infidelity (< 2 x 1073) across
both pure and mixed states. FCN performs moderately well
but scales poorly beyond 6 qubits. RNN and RBM exhibit
unstable convergence, particularly for mixed states as depicted
in Fig 2(a). Computation time scales with network depth:
CNN and FCN converge in ~4,000 s, whereas CGAN and
Transformer require 3,000-6,000 s, and RBM exceeds 10,000
s. These results establish CNN as the most balanced model in
accuracy, convergence.

C. Spiking Variational Autoencoder (SVAE)

SVAE introduces an event-driven learning mechanism that
naturally maps to neuromorphic hardware [19]. At low shot
counts (10'-102), fidelity rapidly declines beyond 4 qubits
due to statistical sparsity, but at 10°~10° shots, SVAE attains
F > 0.9 up to 6 qubits while maintaining inference time
within hundreds of seconds. This balance of data efficiency
and low energy cost makes SVAE a strong candidate for real-
time, embedded QST.
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Fig. 3. Performance scaling of the Spiking Variational Autoencoder (SVAE)
model. (a) Reconstruction fidelity as a function of the number of qubits
for different total measurement shots, showing decreasing accuracy with
increasing system size and shot noise. (b) Corresponding computational
time demonstrating sub-exponential growth, where the event-driven learning
mechanism in SVAE enables efficient scaling for larger quantum systems.

D. Hardware Co-Design Perspective

Memristor-based computation-in-memory (CiM) architec-
tures provide direct hardware acceleration for CNN and SVAE
layers that perform dense matrix—vector multiplication (MVM)
operations, as illustrated in Fig. 4(c). Each memristive cell
(Fig 4(a)) acts as an adjustable conductance element within
a crossbar array (Fig 4(b)), enabling analog MVM execution
through Ohm’s and Kirchhoff’s laws (Fig 4(c)). The fabricated
HfO,-based arrays (Fig 4(d)) exhibit stable bipolar switching
characteristics (Fig 4(e)), supporting synaptic learning rules
such as spike-timing-dependent plasticity (STDP) (Fig 4(f)).
These device-level behaviors form the physical basis for
implementing neural network primitives directly in hardware.
Compared with GPU-based inference, memristor crossbars can
reduce energy consumption by over two orders of magni-
tude while achieving single-cycle analog computation [15]-
[17]. Their intrinsic non-volatility, high density, and massive
parallelism further enable scalable deployment for large-qubit
quantum state tomography (QST) tasks. Future work will ex-
perimentally integrate CNN/SVAE networks on the fabricated
HfO5 crossbars to benchmark the achievable trade-offs in
energy efficiency, latency, and reconstruction fidelity.

E. Summary of Key Findings

e« CNN and CGAN: highest fidelity (> 0.99) and stable
convergence.

e« M1 measurements: experimentally preferred for mixed
states.

o SVAE: hardware-efficient spiking generative model (£' >
0.9 up to 6 qubits).

e Memristor-CiM acceleration: >100x projected energy
reduction and scalable on-chip learning.

IV. CONCLUSION

This study benchmarks seven neural network architectures
for QST and proposes memristor-based CiM as an energy-
efficient acceleration platform. CNN and CGAN demonstrate
the best trade-off between fidelity and computation time, while
SVAE provides a neuromorphic path toward embedded quan-
tum diagnostics. The integration of hardware-aware learning
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Fig. 4. Overview of memristor device and neuromorphic functionality. (a)
Device structure, (b) crossbar array, and (c) analog MVM operation. (d)
SEM image of fabricated array, (e) bipolar I-V switching, and (f) spike-
timing-dependent plasticity (STDP) behavior demonstrating synaptic weight
modulation in high- and low-resistance states.

with analog CiM computation paves the way for scalable, real-
time QST in next-generation quantum devices.
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