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Non-adversarial IRL using state-only expert data!

NEAR uses learnt energy functions (score-
matching) as reward functions.

Problem Setting
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Our paper focuses on inverse RL only using
trajectories of the expert'’s states.

Challenges!

Existing methods (Adversarial IL) are prone to
optimization & RL challenges!
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Contributions

ﬂ Energy Fn. As Reward Fn.

Can we use score-pbased generative models in inverse RL?
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Perturbed distribution N (z,0) =exp E(z | 0)/Z
E(x | 0) = scalar indicating closeness to expert = reward function!
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\; | unstable & sensitive to hyper-params

| uninformative rewards (often const. / zero)

I non-smooth & non-stationary rewards
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& Smooth and easy to optimize w. RL (stationary during RL)
& Easily combines with other objectives

o Not prone to min-max optimization issues of adversarial IL

Contributions

a Reward Fn. Annealing: How Much Noise To Add ?

Low o = E(- | o) is closer to pp but less noisy (and vice versa)
Noisiness ensures that the reward function is well-defined and informative

Solution: learn multiple E(- | o;) and change o; during RL

Algorithm | Walking (74 clips) Running (26 clips) Left Punch (19 clips)
NEAR 0.51+ 0.15 -7.52+ 132 | 0.62+ 0.17 -7.24+ 1.59 037+ 0.05 -6.87 + 1.47
AMP 0.51+ 0.07 -878%x 104 | 065+ 0.0] 971+ 154 | 0.32+ 0.01 -993+ 328
Expert - -5.4 | - -3.79 | - -1.73
Algorithm | Crane Pose (3 clips) Mummy Walk (1 clip) Spin Kick (1 clip)

NEAR 094+ 015 -66+197 | 06+ 039 -4.72+ 1.2 | 078+ 005 -559% 226
AMP 0.82+ 0.09 -8.1+118 | 0.41+ 0.01 -1384+ 112 | 058+ 0.1 -3.16 + 0.73
Expert - -12.28 | - -471 | - -3.39

D Avg. pose error (lower is better) [:] Spectral arc length (closer to expert is better)



